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Abstract

In this chapter we present a system for face recognition that combines two recent advances in
computer graphics and computer vision: 3D morphable models and component-based recognition. By
fitting a morphable model to a triplet of face images we generate a 3D head model for each person
in our face database. The 3D models are rendered under varying pose and illumination conditions
to build a large set of synthetic images. We then train a component-based face recognition system
on these synthetic images. At runtime, the face recognition module is preceded by a hierarchical face
detector resulting in a system that can detect and identify faces in video images at about 4 Hz. The
system achieved a recognition rate which was significantly higher than that of a comparable global face
recognition system trained on the same data. Finally, we address the problem of how to automatically
determine the size and shape of facial components for face identification.

0.1

Introduction

The need for a robust, accurate, and easily trainable face recognition system becomes more
pressing as real world applications in the areas of law enforcement, surveillance, access control, and
human machine interfaces continue to develop. However, extrinsic imaging parameters such as pose,
illumination and facial expression still contribute to degradations in recognition performance [48].
Another challenge is that training databases in real-world applications usually contain only a small
number of face images per person.
By combining morphable models and component-based face recognition we address the problems
of pose and illumination invariance given a small number of training images. The morphable model
is employed during training only, where slow speed and manual interaction is not as problematic as
during classification. Based on three images of a person’s face, the morphable model computes a 3D
face model using an analysis by synthesis method. Once the 3D face models of all the subjects in the
training database are computed, we generate a large number of synthetic face images under varying
pose and illumination to train the component-based recognition system. The face recognition module
is preceded by a hierarchical face detection system which performs a rough localization of the face
in the image. Following the hierarchical system is a component-based face detector, which precisely
localizes the face and extracts the components for face recognition.
In the following, we divide face recognition techniques into global approaches and componentbased approaches.
In the global approach, a single feature vector that represents the whole face image is input to
a classifier. Several classification techniques have been proposed in the literature, e.g. minimum
distance classification in the eigenspace [42, 43], Fisher’s discriminant analysis [2] and neural networks [19]. A comparison between state-of-the-art global techniques including eigenfaces, Fisher’s
discriminant analysis, and kernel PCA can be found in [32, 47]. Global techniques have been successfully applied to recognizing frontal faces. However, they are not robust against pose changes
since global features are highly sensitive to translation and rotation of the face. To overcome this
problem, an alignment stage can be added before classifying the face. Aligning an input face image with a reference frontal face image requires computing correspondences between the two face
images. These correspondences are usually determined for a small number of prominent points in
the face, like the centers of the eyes or the nostrils. Based on these correspondences the input face
image can be warped to the reference face image. An affine transformation is computed to perform

the warping in [33]. Active shape models are used in [28] to align input faces with model faces.
A semi-automatic alignment step in combination with support vector machine (SVM) classification
was proposed in [26]. Due to self-occlusion, automatic alignment procedures will eventually fail to
compute the correct correspondences for large pose deviations between input and reference faces.
An alternative, which allows a larger range of views, is to combine a set of view-tuned classifiers,
originally proposed in a biological context in [38]. In [37], an eigenface approach was used to recognize faces under variable pose by grouping the training images into several separate eigenspaces,
one for each combination of scale and orientation. Combining view-tuned classifiers has also been
applied to face detection. The system presented in [41] was able to detect faces rotated in depth up
to ±90◦ with two naı̈ve Bayesian classifiers, one trained on frontal views, the other one trained on
profiles.
Unlike global approaches, in which the whole pattern of the face is classified, component-based
methods1 perform classification on components of the face. Component-based methods have the
following two processing steps in common: In the first step, the face is scanned for a set of characteristic features. For example, a canonical gray-value template of an eye is cross-correlated with the
face image to localize the eyes. We will refer to these local features as components. In the second
step, the detected components are fed to a face classifier. There are three main advantages over the
global approach:
• The flexible positioning of the components can compensate for changes in the pose of the face.
An additional alignment step is not necessary.
• Parts of the face that do not contain relevant information for face identification can be easily
omitted by selecting a proper set of components.
• Global techniques use a mask of fixed size and shape to extract the face from the background.
In the component-based approach, the components can be freely arranged in the face image in
order to capture variations in the shape of faces and to perform an accurate face/backround
separation.
In the following we focus on component-based techniques for face recognition. It should be
mentioned though, that classification based on local image features has also been applied to other
object recognition tasks, see e.g. [15, 18, 30, 34, 44].
In [12], face recognition was performed by independently matching templates of three facial regions: both eyes, the nose and the mouth. The configuration of the components during classification
was unconstrained since the system did not include a geometrical model of the face. A similar approach with an additional alignment stage was proposed in [6]. In an effort to enhance the robustness
against pose changes, the global eigenface method has been further developed into a componentbased system in which PCA is applied to local facial components [37]. The elastic grid matching
technique described in [46] uses Gabor wavelets to extract features at grid points and graph matching for the proper positioning of the grid. In [35], a window of fixed size was shifted across the
face image and the DCT coefficients computed within the window were fed to a 2D hidden Markov
model. A probabilistic approach using part-based matching has been proposed in [31] for expression
invariant and occlusion tolerant recognition of frontal faces.
The above described global and component-based face recognition techniques are 2D, or imagebased, in a sense that they do not use 3D measurements and 3D models for identifying the face.
A well-known problem with 2D systems is that they require a large number of training images
which capture variations in viewpoint and lighting in order to achieve invariance to changes in pose
and illumination. In most applications, however, this data is not available. An elegant solution
to this problem is provided by 3D morphable models, since these models can be used to estimate
the 3D geometry of a face based on few images [10]. Once the 3D model is available, synthetic
training images for the 2D recognition system can be generated for arbitrary poses and illuminations.
The morphable 3D face model is a consequent extension of the interpolation technique between
1 In

the literature, these methods are also referred to as local, part-based, or patch-based methods.

face geometries that was introduced by Parke [36]. The approach is also rooted in the imagebased work on eigenfaces [42, 43] and subsequent methods that have encoded 2D shape and grayvalues in images of faces separately after establishing correspondence between structures in different
faces [4,5,17,20,25,28]. Unlike eigenfaces, the separation of shape and texture defines a representation
that specifically parameterizes the set of face-like images, as opposed to non-faces, since any set of
model coefficients defines a realistic face. However, each 2D model is restricted to a single viewpoint
or a small range of angles around a standard view. In order to cover a number of different, discrete
viewing directions, separate 2D morphable models for all views are required. If these are constructed
from the same individual heads in a consistent way, model coefficients can be transferred from one
model to another in order to predict new views of an individual [14, 45]. Still, this approach would
be inefficient for producing the large variety of novel viewing conditions required for training the
component-based system described in this article.
With a 3D representation of faces, rendering algorithms from computer graphics provide a simple,
straight-forward way of producing novel views. The challenge, then, is to estimate 3D shape from
the input images of the new faces. In addition to the images of the individuals to be detected
by the system, our approach relies on a dataset of 3D scans of other individuals. From this 3D
dataset, we form the 3D morphable model that defines the natural range of face shapes and textures
and plays a key role in the 3D shape reconstruction from images. Previous methods for modelbased reconstruction used articulated 3D objects such as tools [29] or deformable models of 3D
faces [13]. Others have used untextured 3D scans of faces in a representation that did not consider
correspondence between facial structures across individuals [1]. In contrast to these methods, our
system uses a correspondence-based, high-resolution morphable model for 3D shape and texture
that has been created in an automated process from raw 3D scans. On a more abstract level, this
process can be interpreted as learning class-specific information from samples of the class of human
faces.
In the 3D morphable model approach, faces are represented in a viewpoint–invariant way in terms
of model coefficients. These coefficients are explicitly separated from the imaging parameters, such
as head orientation or the direction of the light in the input image. In previous work, the model
coefficients have been used for face recognition directly [9,11,40]. Currently, these methods have two
shortcomings: The fitting process requires initialization, such as locating a set of facial features in
the images, which have to be provided by the user or a feature detection algorithm, and the fitting
process is computationally expensive.
The chapter is organized as follows: In Section 0.2 we review the basics of morphable models and
explain how to fit a 3D model to an image. Section 0.3 describes the systems for face detection and
recognition. Section 0.4 includes the experimental results. An algorithm for automatically learning
relevant components for face recognition is presented in Section 0.5. The chapter is concluded with
a summary and an outlook.

0.2

Morphable Models

Generating synthetic views of a face from new camera directions, given only a single image,
involves explicit or implicit inferences on the 3D structure of the facial surface. Shape-from-shading
has intrinsic ambiguities [27], and the non-uniform, unknown albedo of the face makes it even more
difficult to estimate the true shape of faces from images: If a region in the image is dark, there
is no way of finding out if this is due to shading or to a low reflectance of the surface. However,
class-specific knowledge about human faces restricts the set of plausible shapes considerably, leaving
only a relatively small number of degrees of freedom. The 3D morphable model [10, 11] captures
these degrees of freedom of natural faces, representing the manifold of realistic faces as a vector
space spanned by a set of examples [1, 13, 45]. In this vector space, any linear combination of shape
and texture vectors Si and Ti of the examples describes a realistic human face:
S=

m
X
i=1

ai Si ,

T=

m
X

bi Ti ,

(1)

i=1

given that the coefficients ai and bi are within a certain range that will be defined later in this section.
In the 3D morphable model, shape vectors Si are formed from the 3D coordinates of surface points,

and texture vectors Ti contain the red, green and blue values of these points:
Si
Ti

(x1 , y1 , z1 , x2 , . . . , xn , yn , zn )T ,

=

(2)
T

=

(R1 , G1 , B1 , R2 , . . . , Rn , Gn , Bn ) .

(3)

Continuous changes in the model parameters ai generate a smooth transition such that each point
of the initial surface moves towards a point on the final surface.
A crucial step in building a morphable model is to establish a point-to-point mapping between
corresponding structures, such as the tips of the noses or the corners of the mouths, for all faces in
the dataset. This mapping is used to encode each structure by the same vector coordinate 1 ≤ k ≤ n
in Equations 2, 3 in all vectors Si , Ti . Errors in the correspondence cause artifacts when morphing
between two faces according to the equations
S(λ)
T(λ)

= λ · S1 + (1 − λ) · S2 ,
= λ · T1 + (1 − λ) · T2 ,

(4)
(5)

0 ≤ λ ≤ 1.

For example, an eyebrow of the first face may morph into a region of the forehead in the other face,
producing double structures for λ = 21 .
In the morphable model described in this chapter, correspondence is established automatically
from a reference face to a dataset of 3D face scans of 100 male and 100 female persons, aged between
18 and 45 years. One person is asian, all others are caucasian. The scans are recorded in a cylindrical
surface parameterization
T

I(h, φ) = (r(h, φ), R(h, φ), G(h, φ), B(h, φ)) ,

h, φ ∈ {0, . . . , 511}.

(6)

On these data, correspondence is computed with a modification of an optical flow algorithm [3]
that takes into account shape and texture at the same time [10, 11], essentially minimizing the
difference between corresponding structures in a norm
2

kIk = wr r2 + wR R2 + wG G2 + wB B 2

(7)

with weights wr , wR , wG , wB that compensate for different variations within the radius data and the
red, green and blue texture components, and control the overall weighting of shape versus texture
information. The optical flow algorithm uses a coarse-to-fine approach for finding corresponding
structures [3]. For details, see [11].
A Principal Component Analysis (PCA) of the statistical distribution of data within the vector
space captures additional information about the object class. PCA defines a basis transformation
from the set of examples to a basis that has two properties relevant to our algorithm: First, the
basis vectors are ordered according to the variances in the dataset along each vector, which allows
us to use a coarse-to-fine strategy in shape reconstruction. Second, assuming that the data have a
normal distribution in face space, the probability density takes a simple form. Other properties of
PCA, such as the orthogonality of the basis, are not crucial for our shape reconstruction algorithm.
We perform PCA on shape and texture separately,
ignoring possible correlations between the two.
1 Pm
S
from
each shape vector, ai = Si − s, and define
For shape, we subtract the average s = m
i
i=1
a data matrix A = (a1 , a2 , . . . , am ). The core
step
of
PCA
is to compute the eigenvectors s1 , s2 , . . .
Pm
1
1
T
a
a
,
which
can be achieved by a Singular Value
of the covariance matrix C = m
AAT = m
i
i
i=1
2
2
Decomposition [39] of A. The eigenvalues of C, σS,1
≥ σS,2
≥ . . ., are the variances of the data
2
along each eigenvector. By the same procedure, we obtain texture eigenvectors ti and variances σT,i
.
The two most dominant principal components are visualized in Figure 1. The eigenvectors form an
orthogonal basis,
S=s+

m−1
X

αi · si ,

i=1

T=t+

m−1
X

βi · ti

(8)

i=1

and PCA provides an estimate of the probability density within face space:
pS (S) ∼ e

− 21

α2
i
i σ2
S,i

,

pT (T) ∼ e

− 21

βi2
i σ2
T ,i

.

(9)

Shape: s = s ± 3σS,1 s1

Shape: s = s ± 3σS,2 s2

Texture: t = t ± 3σT,1 t1

Texture: t = t ± 3σT,2 t2

−3σ

Average

+3σ

Figure 1: The average and the first two principal components of a dataset of 200 3D face scans.

0.2.1

3D Shape Reconstruction from Images

The main idea of the 3D shape reconstruction algorithm is to find model coefficients αi and βi
such that the linear combination (Equation 8) and subsequent rendering of the face give an image
that is as similar as possible to the input image. In an analysis-by-synthesis loop, the fit is refined
iteratively by rendering portions of an image, computing image difference along with its partial
derivatives, and updating αi , βi and the parameters of the rendering operation.
Rendering a 3D face model involves the following steps (in brackets, we list the parameters ρi
that are optimized automatically):
• Rigid Transformation (three angles and a translation vector),
• Perspective Projection (focal length),
• Computing surface normals,
• Phong illumination (intensity and direction of parallel light, intensity of ambient light in each
color channel),
• Visibility and cast shadows, implemented with depth-buffers
• Color transformation (color contrast and gains and offsets in the color channels).
Given an input image Iinput (x, y) = (Ir (x, y), Ig (x, y), Ib (x, y))T , the sum of square differences
over all color channels and all pixels between this image and the synthetic reconstruction is

EI =

X

kIinput (x, y) − Imodel (x, y)k2 .

(10)

x,y

EI is the most important part of the cost function to be minimized in the reconstruction procedure. Additional terms help to achieve reliable and plausible results: For initialization, the first
iterations exploit the manually defined feature points (qx,j , qy,j ) and the positions (px,kj , py,kj ) of
the corresponding vertices kj in an additional function
X  qx,j   px,k 
j
EF =
k
−
k2 .
qx,j
py,kj

(11)

j

Minimization of these functions with respect to α, β, ρ may cause overfitting effects similar to
those observed in regression problems (see for example [16]). We therefore employ a maximum a
posteriori (MAP) estimator: Given the input image Iinput and the feature points F , the task is to
find model parameters α, β, ρ with maximum posterior probability p(α, β, ρ | Iinput , F ). According
to Bayes rule,
p (α, β, ρ | Iinput , F ) ∼ p (Iinput , F | α, β, ρ) · P (α, β, ρ) .

(12)

If we neglect correlations between some of the variables, the right hand side is
p (Iinput | α, β, ρ) · p (F | α, β, ρ) · P (α) · P (β) · P (ρ) ·

(13)

The prior probabilities P (α) and P (β) were estimated with PCA (Equation 9). We assume that
P (ρ) is a Normal distribution, and use the starting values for ρi , and ad–hoc values for σR,i . The
starting condition is a frontal view of the average face in the center of the image, and frontal, white
illumination.
For Gaussian pixel noise with a standard deviation σI , the likelihood of observing Iinput , given
α, β, ρ, is a product of one–dimensional normal distributions, with one distribution for each pixel
−1
and each color channel. This product can be rewritten as p(Iinput |α, β, ρ) ∼ exp( 2σ
2 · EI ). In the
I
same way, feature point coordinates may be subject to noise, which gives rise to a probability density
−1
p(F |α, β, ρ) ∼ exp( 2σ
2 · EF ).
F
In order to simplify computations, we maximize the overall posterior probability by minimizing
E

=

E

=

−2 · log p (α, β, ρ | Iinput , F )
X α2
X β2
X (ρi − ρ )2
1
1
i
i
i
EI + 2 EF +
+
+
.
2
2
2
2
σI
σF
σ
σ
σ
S,i
T,i
R,i
i
i
i

(14)

Ad-hoc choices of σI and σF are used to control the relative weights of EI , EF , and the prior
probability terms in Eq. (14). At the beginning, the prior probabilities and EF are weighted high.
As iterations continue more weight is given to EI dependance on EF is reduced. Since a high weight
on prior probability penalizes those principal components that have small standard deviations σi
the most, during initial iterations only the most dominant principal components are considered. As
the weight on prior probability is reduced, more and more dimensions of face space are taken into
account. This coarse-to-fine approach helps to avoid local minima of EI .
The evaluation of EI would require the time-consuming process of rendering a complete image of
the face in each iteration. A significant speed-up is achieved by selecting a random subset of triangles
(in our case 40) for computing the cost function and its gradients. The random choice of different
triangles adds noise to the optimization process that helps to avoid local minima, very much as in
simulated annealing and other stochastic optimization methods. In order to make the expectation
value of the approximated cost function equal to the full cost function EI , the probability of selecting
a triangle k is set to be equal to the area ak that it covers in the image. The areas of triangles,
along with occlusions and cast shadows, are computed at the beginning and updated several times
during the optimization process.

∂E ∂E
∂E
, ∂β
, ∂ρi are computed analytically using the formulas
In each iteration, partial derivatives ∂α
i
i
of the rendering function. In a Stochastic Newton Optimization Algorithm [11], these derivatives
and the numerically computed Hessian give an update on αi , βi , ρi .
Simultaneously fitting the model to multiple images Iinput,j , j = 1, 2, ..., m is achieved by a
straight-forward extension of the algorithm: Since we are looking for a unique face that fits each
image, we need to fit one common set of coefficients αi , βi , but use separate parameters ρi,j for each
image. The cost function is replaced by a sum

Emultiple =

m
m
2
X β2
X α2
1 X (ρi,j − ρi )
1 X
1 X
i
i
+
+
.
E
+
E
+
I,j
F,j
2
2
2
mσI2 j=1
mσF2 j=1
σS,i
σT,i
m i,j
σR,i
i
i

The face reconstruction algorithm is not fully automated, due to the initialization: the user has to
manually define a small number of about 7 - 15 feature points (qx,j , qy,j ). The remaining procedure
is fully automated and takes about 4.5 minutes on a 2GHz Pentium 4 processor. Results of the 3D
reconstruction process are shown in Figure 3.

Figure 2: Examples of the image triplets used for generating the 3D models.

Figure 3: Original images and synthetic images generated from 3D models for all ten subjects in the
training database.

0.3
0.3.1

Face Detection and Recognition
System Overview

The overview of the system is shown in Figure 4. First the image is scanned for faces at multiple
resolutions by a hierarchical face detector. Following the hierarchical system is a component-based

face detector [24] which precisely localizes the face and extracts the components. The extracted
components are combined into a single feature vector and fed to the face recognizer which consists
of a set of non-linear SVM classifiers.

0.3.2

Face Detection

As shown in Figure 4, face detection is implemented in two modules. The first module is a
hierarchical face detector similar to the one described in [23], consisting of a hierarchy of SVM
classifiers that were trained on faces at different resolutions. Low resolution classifiers remove large
parts of the background at the bottom of the hierarchy, the most accurate and slowest classifier
performs the final detection on the top level. In our experiments we used the following hierarchy
of SVM classifiers: 3×3 linear, 11×11 linear, 17×17 linear, and 17×17 second-degree polynomial2 .
The positive training data for all classifiers was generated from 3D head models, with a pose range
of ±45◦ rotation in depth and ±10◦ rotation in the image plane. The negative training set initially
consisted of randomly selected non-face patterns which was enlarged using difficult patterns in several
bootstrapping iterations.
Once the face is roughly localized by the hierarchical detector we apply a two-level, componentbased face detector [24] to an image part which is slightly bigger than the detection box computed
by the hierarchical classifier. The component-based classifier performs a fine search on the given
image part, detects the face and extracts the facial components. The first level of the detector
consists of 14 component classifiers which independently search for facial components within the
extracted image patch. The component classifiers were linear SVMs, each of which was trained
on a set of extracted facial components and on a set of randomly selected non-face patterns. The
facial components for training were automatically extracted from synthetic face images for which
the point-to-point correspondence was known3 . Figure 5 shows examples of the 14 components
for two training images. At the second level, the maximum continuous outputs of the component
classifiers within rectangular search regions around the expected positions of the components are
used as inputs to the geometrical classifier (linear SVM) which performs the final detection of the
face.

0.3.3

Face Recognition

To train the system we first generate synthetic faces at a resolution of 58×58 for the ten subjects
by rendering the 3D face models under varying pose and illumination. Specifically, the faces were
rotated in depth from −34◦ to 34◦ in 2◦ increments and rendered with two illumination models at
each pose. The first model consisted of ambient light alone, the second model included ambient
light and a directed light source, which was pointed at the center of the face and positioned between
−90◦ and 90◦ in azimuth and 0◦ and 75◦ in elevation. The angular position of directed light was
incremented by 15◦ in both directions. Some example images from the training set are shown in
Figure 6.
From the originally 14 components extracted by the face detector only nine components were
used for face recognition. Five components were eliminated because they strongly overlapped with
other components or contained very little gray-value structure. A global component was added. The
location of this component was computed by taking the circumscribing square around the bounding
box of the other nine components. After extraction, the squared image patch was normalized to
40×40 pixels. The component-based face detector was applied to each synthetic face image in the
training set to extract the ten components. Histogram equalization was then performed on each
component individually. Figure 7 shows the histogram-equalized components for an image from the
training data. The gray pixel values of each component were then combined into a single feature
vector. A set of ten second-degree polynomial SVM classifiers was trained on these feature vectors
in a one-vs.-all approach. To determine the identity of a person at runtime, we compared the
continuous outputs of the SVM classifiers. The identity associated with the SVM classifier with the
highest output value was taken to be the identity of the face.
2 Where

n × n means that the classifier has been trained on face images of size n × n pixels.
database for training the component-based face detector was different from the one used for face recognition,
for details about training the face detector see [24].
3 The

Figure 4: System overview of the component-based face recognition system. The face is roughly
localized by a hierarchical face detector. A fine localization of the face and its components is
performed with a component-based face detector. The final step is the classification of the face
based on extracted facial components.

Figure 5: Examples of the 14 components extracted from frontal and half profile views of a face.

Figure 6: Effects of pose and illumination variations.

Figure 7: The ten components used for face recognition.

0.4

Experimental Results

A test set was created by taking images of ten people in the database using a digital video camera.
The subjects were asked to rotate their faces in depth and the lighting conditions were changed by
moving a light source around the subject. The final test set consisted of 200 images some of which
are shown in Figure 8.

Figure 8: Example images from the test set. Note the variety of poses and illumination conditions.
The component-based face recognition system was compared to a global face recognition system–
both systems were trained and tested on the same images. The input vector to the global face
recognizer [21] consisted of the histogram equalized gray values from the entire 40×40 facial region
as extracted by the hierarchical face detector. The resulting ROC curves for global and componentbased recognition can be seen in Figure 9. Each point on the ROC curve corresponds to a different
rejection threshold. A test image was rejected if the maximum output of the ten SVM classifiers
was below the given rejection threshold. The rejection threshold is largest at the starting point
of the ROC curve, i.e. the recognition and false positive (FP) rates are zero. At the endpoint
of the ROC curve the rejection rate is zero, recognition rate and FP rate sum up to 100%. The
component-based system achieved a maximal recognition rate of 88%, which is approximately 20%
above the recognition rate of the global system. This significant discrepancy in results can be
attributed to two main factors: First, the components of a face vary less under rotation than the
whole face pattern, which explains why the component-based recognition is more robust against
pose changes. Second, performing histogram equalization on the individual components reduces the
in-class variations caused by illumination changes.
The error distribution among the ten subjects was highly unbalanced. While nine out of the
ten people could be recognized with about 92% accuracy, the recognition rate for the tenth subject
was as low as 49%. This might be explained by an inaccurate 3D head model or by the fact that
this subject’s training and test data were recorded six months apart from each other. Upon visual
inspection of the misclassified faces about 50% of the errors could be attributed to pose, facial
expression, illumination, and failures in the component detection stage. Figure 10 shows some of
these images. The remaining 50% of the errors could not be explained by visual inspection.
The processing times of the system were evaluated on a different test set of 100 images of size

Figure 9: ROC curves for the component-based and the global face recognition system. Both systems
were trained and tested using the same data.

Figure 10: Examples of misclassified faces in the test set. From top left to bottom right the reasons for
misclassification are: Pose, expression, illumination, and failure in detecting the mouth component.

640×480. Each image included a single face at a resolution between 80×80 to 120×120 pixels. The
overall speed was 4 Hz, the hierarchical detector took about 81%, the component detection 10%,
and the recognition 6.4% of the overall computation time.

0.5

Learning Components for Face Recognition

In the previous experiment, we used components which were specifically learned for the task of
face detection [24]. It is not clear, however, if these components are also a good choice for face
recognition. To investigate this issue, we ran the component learning algorithm proposed in [24]
on a training and cross-validation (CV) sets for face recognition. The training and CV sets were
generated from the 3D head models of six of the ten subjects. Approximately 10,900 synthetic faces
were rendered at a resolution of 58×58 for the training set. The faces were rotated in depth from
0◦ to 44◦ in 2◦ increments. They were illuminated by ambient light and a single directional light
pointing towards the center of the face. The directional light source was positioned between −90◦
and 90◦ in azimuth and 0◦ and 75◦ in elevation. Its angular position was incremented by 15◦ in both
directions. For the CV set, we rendered 18,200 images with slightly different pose and illumination
settings. The rotation in depth ranged from 1◦ to 45◦ in 2◦ steps, the position of the directional light
source varied between −112.5◦ and 97.5◦ in azimuth and between −22.5◦ and 67.5◦ in elevation.
Its angular position was incremented by 30◦ in both directions. In addition, each face was tilted by
±10◦ and rotated in the image plane by ±5◦ . For computational reasons we only used about one
third of the CV data which was randomly selected from 18,200 images.

Figure 11: The initial 14 components for a frontal and rotated face.
The component learning algorithm starts with a small rectangular component located around a
pre-selected point in the face. The set of the initial fourteen components is shown in Figure 11, each
component is learned separately. We first extracted the initial component, e.g. a 5×5 patch around
the center of the left eye, from each face image. The extraction could be done automatically since
the point-to-point correspondence between the synthetic face images was known. We then trained a
face recognizer to distinguish between people based on this single component. In our experiments,
the face recognizer was a set of SVM classifiers with second-degree polynomial kernels which were
trained using the one-vs.-all approach. The performance of the face recognizer was measured by
computing the recognition rate on the CV set (CV rate)4 . We then enlarged the component by
expanding the rectangle by one pixel into one of the four directions: up, down, left, right. As before,
we generated training data, trained the SVM classifiers and determined the CV rate. We did this
for expansions into all four directions and finally kept the expansion which led to the largest CV
rate. We ran 30 iterations of the growing algorithm for each component and selected the component
with the maximum CV rate across all iterations as the final choice.
The set of learned components is shown in Figure 12, the brighter the component the higher its
CV rate. The size of the components and their CV rates are given in Table I. The components
on the left of the face have a smaller CV rate than their counterparts on the right side. This is
not surprising, since the faces in the training and CV set were rotated to the left side only5 . The
components around the eyes and mouth corners achieve the highest recognition rate followed by the
4 In [24] we used the bound on the expected generalization error computed on the training set to control the growing
direction.
5 In [22] we show that the CV rates of the components decrease with increasing rotation in depth, indicating that
frontal views are optimal for our face recognition system.

nostril and eyebrow components. The component with the smallest CV rate is located around the
tip of the nose, probably because variations in perspective and illumination cause significant changes
in the image pattern of the nose. The cheek components are also weak which can be explained by
the lack of structure in this part of the face. It is very likely that the absence of eye movement,
mouth movement and facial expressions in the synthetic data has some effects on size and shape of
the learned components.
Since component-based face recognition requires the detection and extraction of facial components
prior to their classification, an idea worth exploring is to learn a single set of components which is
suited for both detection and recognition, e.g. by iteratively growing components which maximize
the sum over the CV rates for detection and recognition. One could argue against this idea by
noting that detection and recognition problems are too different to be combined into one. In face
detection, the components should be similar across individuals. In face recognition, on the other
hand, the components should carry information to distinguish among individuals. Supporting the
idea of learning a single set of components is the notion that both types of components are required
to be robust against changes in illumination and pose. Components around the nose, for example,
vary strongly under changes in illumination and pose, which makes them weak candidates for both
detection and recognition.

Figure 12: The final set of 14 learned components for face recognition. Bright components have a
high CV rate.

Component
Right eye
Right mouth corner
Right nostril
Right eyebrow
Nose bridge
Right cheek
Center of Mouth
Left eye
Chin
Left mouth corner
Left cheek
Left eyebrow
Left nostril
Nose tip

number
2
4
7
11
14
10
3
1
13
5
9
12
8
6

CV Rate [%]
96
88
85
84
83
82
78
75
71
55
52
50
49
30

Right
12
10
13
10
12
7
16
7
19
4
4
9
6
9

Left
8
5
5
7
8
6
5
4
8
5
4
14
11
4

Up
8
13
9
9
13
10
13
7
15
19
15
13
6
8

Down
12
14
15
20
13
9
12
7
4
12
12
9
22
4

Table 1: The dimensions of the 14 components for face recognition and their CV rates. Left and
right are relative to the face.
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Summary and Outlook

This chapter explained how 3D morphable models can be used for training a component-based
face recognition system. From only three images per subject, 3D face models were computed and
subsequently rendered under varying poses and lighting conditions to build a large number of synthetic images. These synthetic images were then used to train a component-based face recognizer.
The face recognition module was combined with a hierarchical face detector, resulting in a system
that could detect and identify faces in video images at about 4 Hz. Results on 2000 real images of
ten subjects show that the component-based recognition system clearly outperforms a comparable
global face recognition system. Component-based recognition was at 88% for faces rotated up to
approximately half profile in depth. Finally we presented an algorithm for learning components
for face recognition given a training and cross-validation set of synthetic face images. Among the
fourteen learned components, the components which were located around the eyes and the mouth
corners achieved the highest recognition rates on the cross-validation set.
In the following, we discuss several possibilities to improve on the current state of our componentbased face recognition system:
• 3D morphable model:
Our database for building the morphable model included 199 caucasian and one asian face.
Even though previous results indicate that the model can successfully reconstruct faces from
other ethnic groups [11], the quality of the reconstructions would very likely improve with
a more diverse database. Recently, morphable models have been expanded by incorporating
the capability to include facial expressions [8]. This new generation of morphable models
could generate synthetic training images with various facial expressions and thus increase the
expression tolerance of the component-based face recognition system.
• Rendering of the 3D models:
We rendered thousands of training images by varying the rotation in depth in fixed steps across
certain intervals. Only a few hundred of these images became support vectors and contributed
to the decision function of the classifier. Sampling the viewing sphere in small, equidistant
steps can quickly lead to an explosion of the training data, especially if we consider all three
degrees of freedom in the space of rotations. A way to keep the data manageable for the SVM
training algorithm is to bootstrap the system by starting with a small initial training set and
then successively adding misclassified examples to the training data. Another possibility to
contain the synthetic training data is to render the 3D head models for application-specific
illumination models only.
• Tolerance to pose changes:
A straight-forward approach to increase the tolerance to pose changes is to train a set of viewtuned classifiers. Our current detection/recognition system was tuned to a single pose interval
ranging from frontal to half-profile views. To extend the pose range to 90◦ rotation in depth,
we could train a second set of component classifiers on faces rotated from half-profile to profile
views.
• Localization of the components:
Currently, we search for components independently within their respective search regions.
Improvements in the localization accuracy can be expected from taking into account the correlations between the components’ positions during the detection stage, see e.g. [7].
• Learning facial components:
The fourteen components in our first experiment have been specifically chosen for face detection. In the previous section, we learned facial components for identifying people, however, we
did not consider the problem of how to localize these components within the face. The next
logical step is to learn components which are easy to localize and well suited for identification.
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