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Abstract
We present a shape matching algorithm based on
the chamfer distance transform which can be easily
integrated into the well-known SIFT framework. The
shape matching was designed to overcome the limitations of SIFT matching for objects which lack texture
and have the majority of their features located on the
object boundary.

1. Introduction
One of the most successful object recognition systems of recent years is SIFT [7]: It is fast, scale- and
rotation-invariant and can be trained on a single image
of an object. In the following discussion we assume
a scenario where an object/background segmentation is
provided during training (e.g. through background subtraction) but not during testing. SIFT descriptors are
known to perform well on textured objects, however,
objects with little texture that are best described by their
shapes are problematic. One might guess that SIFT features are not suited for capturing local shape properties.
According to our tests this is not the case: placed in
front of a uniform background, even objects with little
texture could be recognized well as long as there was
a sufficient number of interest points (IP) on the object
contour. Missed detections occurred frequently when
objects were placed in front of textured backgrounds.
This is not surprising, since descriptors located on an
object contour will contain background texture. A possible solution is to complement SIFT descriptors by local shape features which specifically target the problematic class of objects with little texture.
Shape-based matching techniques operate on binary
edge images; they differ in feature type and matching algorithm. One way to organize them is to divide
them into global approaches [10, 5], where the object
is recognized in a single step, and local approaches,
where object parts are detected prior to recognizing

the whole object. The local techniques described in
[1, 2, 8, 6] achieved impressive results on various recognition tasks. However, they suffer from the same problem as SIFT descriptors: features on an object contour capture background texture which will impair the
matching performance. It is clear that this problem cannot be solved on the feature level alone. If an object
can not be segmented from the background prior to feature extraction, any local feature on an object contour–
irrespective of its type–will contain background clutter.
To find a solution we have to consider the type of feature in combination with the matching algorithm.
We propose a matching technique based on the
chamfer distance transform applied to orientationspecific edge images. Template matching using distance transforms [5] is inherently robust against background clutter and has been successfully used in global
shape matching systems, see e.g. the pedestrian and
traffic sign detection system in [4]. Unfortunately,
global template matching has limited real-world applicability since changes in scale, in-plane rotation and
partial occlusion pose major problems. In [9] local
chamfer matching has been applied to pedestrian detection. The system is scale- but not rotation-invariant
and it does not address the problem of false matches
caused by spurious edges in the background. In this paper, we will develop a scale- and rotation-invariant, local shape matching technique based on the chamfer distance transform. The technique performs orientationspecific edge matching with outlier detection.

2. Distance Transform
We will use a local template matching scheme based
on the chamfer distance transform for shape-based
matching. Matching takes place between an 2D binary
edge image I and a 2D binary edge template T . To determine the similarity between T and I we compute the
chamfer distance:

Dc (T, I) =

1 X
d(s, I),
|T |

(1)

s∈T

where |T | is the number of template edge points and
d(s, I) is the L1 distance in the image plane between
a given template edge point s to its closest edge point
in image I. From Eq. (1) we see that the location of
a shape feature on an object/background boundary will
not increase the likelihood of missing a correct match
since adding spurious background edges to I can only
decrease the chamfer distance. Note, however, that this
decrease might cause false matches. This problem will
be addressed in the following section. To achieve robust
matching in cases where shape features are missing in
the image, e.g. through partial occlusion, we only consider edge points in the template for which the distance
d is below a preselected threshold (we chose 30 in our
experiments). For a valid match, we require that the distances of at least 70% of the template edges are below
this threshold.

3. Orientation-specific Edge Features
Imagine, for example, that a template containing
vertical stripes is matched against an image containing horizontal stripes. If the stripe patterns are dense,
the chamfer distance in Eq. (1) will be small although
the patterns are orthogonal. To avoid this type of false
matches we use an orientation-specific transform proposed in [3]: edges are only matched against edges of
similar orientation. We chose to divide the orientation
half plane into four segments of size 75◦ with an overlap
of 30◦ between two neighboring segments. Each point
of an edge template T is assigned to one orientation segment based on the gray value gradient computed in the
original gray image of the template. The edge image I
is then split into four orientation specific edge images
I1 , . . . , I4 . An edge point in I can appear in more than
one orientation-specific edge image due to the overlap
between orientation segments. The chamfer distance in
Eq. (1) is now computed as the sum over orientationspecific distances d(sm , Im ), where m is the orientation label of edge point s and Im is the edge image
corresponding to orientation segment m. Examples of
four chamfer distance transformed images are given in
Fig. 1. The gray values in the transformed images represent the L1 distance at the given pixel location to the
closest edge point in the corresponding orientation segment. At run-time, these four distance transformed images have to be computed only once per test image.

Figure 1. Examples of distance transformed images. From top left to bottom
right: Original image, edge image, distance transformed images for orientation
segments: −15◦ to 60◦ , 30◦ to 105◦ , 75◦ to
150◦ , 120◦ to 195◦ .

4. Scale and Rotation Invariance
The above described template matching algorithm is
not invariant to changes in scale and orientation. However, using existing mechanisms in the SIFT framework we can easily achieve invariance for local template matching around IPs: Scale invariance is achieved
by processing images in a resolution pyramid. Estimating the dominant orientation of a patch around an IP
solves the problem of orientation invariance. Given the
orientation at an IP the model edge template can be rotated accordingly prior to matching it with the pattern
around the IP. In praxis the rotated templates are precomputed during training and stored in memory. We
pre-computed 72 rotated templates in 5◦ steps in all our
experiments.

5. Experiments
We chose the SIFT system as described in [7] as our
recognition framework with only one major modification: we replaced the DOG IP operator by the Harris
corner detector. During training we extracted the object
from the background through background subtraction,
ran the Canny edge detector across the object image,
and then extracted local edge templates of size 31 × 31
around the IPs. With each template we stored its orientation, its scale and its position relative to the object center. In the recognition stage we ran the Canny
edge detector across the test images in the resolution
pyramid and computed four orientation-specific chamfer distance images per edge image. We then determined the chamfer distance for each edge template at
each IP, taking into account the dominant orientation

at an IP. In analogy to SIFT, a feature around an IP was
matched to a model template only if the ratio of smallest
to second smallest chamfer distance was below a preset
threshold (we chose 0.85). Each successfully matched
image feature entered a vote for an object hypothesis at
a certain scale, orientation, and position into a Hough
table.
We constructed our a database of images by taking
pictures of 22 different office objects at different viewing angles, from 0◦ to 90◦ in about 12◦ increments. The
training set consisted of the original object images. The
test set was generated by modifying the training images:
We re-scaled the images (6 scales ranging from 0.48 to
1.44), we rotated the images in the image plane (6 rotations from 15◦ to 90◦ in 15◦ increments) and we added
white noise (4 noise levels). The test set also included
a set of background images which did not contain any
of the objects. Examples of training and test images are
shown in Fig. 2.
We evaluated edge features, SIFT features and their
combination on the 22 object database. We also implemented and tested a shape-based system which did
not perform orientation-specific matching (i.e. standard
chamfer matching), similar to the system proposed in
[9]. In each of the four experiments we trained 22 systems on a single frontal view of an object. The 22
systems were tested on their corresponding object test
images and a set of 328 background images of size
640 × 480. For each test image we stored the number
of matched features taken from the the Hough table bin
with the largest number of entries. This number represented the classifier’s output for a given test image and
was later on used for computing the ROC curves. Since
the systems were trained on a binary recognition problem we can visualize the results as ROC curves, see top
diagram in Fig. 3. The curves were computed by combining the results across all 22 tests and by changing the
detection threshold, i.e. the minimum required number
of matched features.
As expected, orientation-specific edge features outperform standard edge features in Fig. 3. Both perform worse than the SIFT features. The combination of orientation-specific edge features and SIFT does
slightly better than SIFT alone. Table 1 shows the distribution of the errors across the test set. It turns out
that the shape features are slightly inferior when the objects are rotated in depth. However, a recognition rate of
around 50% is still an impressive result considering that
we trained on frontal views and tested on views rotated
up to 90◦ in depth.
In a second set of experiments we tested our hypothesis that the proposed shape features are more robust against background clutter than SIFT. We gener-

Figure 2. Examples from the database of
22 office objects. Top: Example of original object images. Middle: Example
for different views, scales, rotations and
noise levels. Bottom: Example of background images.

ated a new database containing 18 objects and 9 different backgrounds. Each object was recorded once in
front of a neutral background, extracted from the background and pasted into the 9 background images to generate the positive test set. The negative test contained
81 non-object images. Examples of training and test
images are shown in Fig. 4.
The ROC curves for the three experiments are shown
in the bottom diagram of Fig. 3. Edge features perform
substantially better than SIFT with about 15% higher
recognition across large parts of the ROC curve. The
combination of both does not improve noticeably on the
system with edge features.
Although our initial goal was to improve recognition
performance of the SIFT system irrespective of additional computational costs, the study would not be complete without mentioning the processing times. The
average time per image for computing the features–
including all processing steps up to the matching stage–
was about the same for SIFT and edges (2.7 s for SIFT,
and 2.68 s for edges on a 2.66 GHz CPU). Matching
edge templates took about five times as long as SIFT
matching (0.33 s for SIFT, and 1.65 s for edges). The
edge matching software was implemented in C, but it
was not speed optimized. As shown in [4], chamfer
matching with large sets of templates can be performed
in real-time on PCs.

6. Conclusion
We presented a local shape matching algorithm
based on the chamfer distance transform which can be
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Table 1. The distribution of errors across
the test set with uniform background. In
parenthesis are the number of images in
the test. We chose the detection thresholds for the systems such that the false
positive rates were as close to 0.2% as
possible (see last column).
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Figure 3. Comparison between SIFT,
shape features and the combination of
both. Top: ROC curves for the 22 object database. The backgrounds in in
the training and test images were identical. Bottom: ROC curves for the 18
object database. The backgrounds were
changed between training and test images.

Figure 4. Example images from the 18 object database. Each row shows the training image with a neutral background and
three synthetic test images with textured
background.

easily integrated into the well-known SIFT framework.
Our experiments show that shape matching complements matching with SIFT features. Shape features performed well in cases where SIFT features ran into problems and vice versa. When we placed objects in front
of textured backgrounds, shape-based matching outperformed the standard SIFT system by about 15%.
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